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Abstract 
This paper discusses uncertainty and coherence of mortality projections for stochastic mortality models that 
employ a random walk with drift to describe the continued decrease in death rates over time (the period 
effect). The random walk is a popular choice because of its simplicity and because it is perceived to assume 
no structure on the future mortality evolution. It is routinely used to model the period effect in, e.g. the model 
by Lee and Carter (1992) and the models considered in Cairns et al. (2008). In the paper we study how 
parameter uncertainty and structural uncertainty accumulate in random walk type mortality models, and we 
show that since the random walk does not distinguish between short-term and long-term uncertainty the 
long-term forecasting uncertainty merely reflects the variability in short-term fluctuations.  
 
Next incoherent and coherent mortality projections of groups of countries are considered. Separate analyses 
based on random walk type mortality models tend to exaggerate short-term differences and lead to diverging 
projections, which seems highly implausible in the light of historic similarities. This leads to the notion of 
coherence and convergence of mortality levels. Most developed countries have experienced a similar 
mortality evolution, due to similarities in socio-economic factors, lifestyle, level of treatment and other 
underlying factors. The hypothesis being that mortality levels are likely to continue to evolve in parallel with 
temporary country-specific deviations. We describe the SAINT framework of Jarner and Kryger (2008) which 
is based on this hypothesis and we use it to obtain coherent projections preserving historic similarities for a 
group of developed countries. 
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1 Introduction 
A key feature of stochastic mortality modelling is that it is possible to quantify the uncertainty associated with 
forecasted mortality levels. The uncertainty is typically communicated in terms of confidence intervals for the 
quantities of interest, e.g. the underlying age-specific death rates or aggregate measures such as life 
expectancy at birth, or the probability of survival to a certain age. Often one calculates a high probability 
confidence interval, e.g. 95%, with the common interpretation that this interval represents the possible values 
for the given quantity. The fact that with some probability the confidence interval may not contain the true 
value is generally ignored.   
 
The ability of stochastic mortality models to quantity the uncertainty probabilistically and objectively is a main 
advantage compared to static mortality projection methodologies, such as expert judgement or deterministic 
models. Asking different experts or trying different deterministic models lead to different subjective answers. 
The answers represent a range of plausible values but they cannot be combined into a single probabilistic 
statement. In this paper we will only discuss stochastic mortality models. 
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Many stochastic mortality models rely on a random walk (with drift), or similar time-series model, to describe 
the stochastic evolution of death rates. However, the random walk structure is unable to distinguish between 
short-term and long-term uncertainty, in the sense that large short-term (annual) fluctuations in mortality 
levels automatically accumulate to large long-term projection uncertainty, while small short-term fluctuations 
lead to small long-term uncertainty. This implies that the projection uncertainty can be very different for two 
populations with seemingly similar historic mortality improvements.   
 
Mortality projections are typically performed for one population at a time on the basis of the mortality 
experience of that population alone. Since most industrialized countries have experienced similar mortality 
improvements over the last 50 to 60 years one would expect that separate projections performed for each 
country would lead to similar results. This, however, is not the case if the projections are based on random-
walk type mortality models. The main argument for using a random walk to model future mortality 
improvements is that it is a simple model that makes minimal assumptions about the structure of future 
mortality. However, the lack of structure implies that random-walk type mortality models tend to exaggerate 
short-term differences. This leads to diverging projections for the group of industrialized countries, which 
seems highly implausible in the light of historic similarities.   
 
As the title suggests the purpose of this paper is twofold. First, to show how uncertainty enters into 
projections based on random-walk type mortality models. This will be done using the well-known Lee-Carter 
model introduced by Lee and Carter (1992), but the conclusions hold true for many other mortality models as 
well. The second purpose is to suggest and illustrate a framework for coherent, i.e. preserving historic 
similarities, mortality projections for groups of related populations. The framework is called SAINT (acronym 
for Spread Adjusted InterNational Trend) and it was introduced in Jarner and Kryger (2008). 
 
 

2 Stochastic mortality modelling 
Assume that we have observed the number of deaths of people of age x in year t, D(x,t), and the 
corresponding exposure, E(x,t), i.e. the total number of years lived by people of age x in year t in the 
population under study.  We have these data for a range of ages and a range of years. From these data we 
form the (crude) death rates m(x,t) = D(x,t) / E(x,t). Often, but not always, we will model the age-specific 
death rates for each gender separately, or for some other subpopulation of interest, but this will not be part of 
the notation.  
 
Consider the following generic (observational) model: 
 

)),,(),,((),( txEtxFtxm η=     (1) 
 
where η(x,t) is the true underlying death rate and F specifies the distributional assumptions of the data given 
the true death rate and the exposure, that is, F specifies the error structure.  
 
In stochastic mortality modelling we are primarily interested in modelling the underlying death rate η, while 
we consider the exposures as given (non-stochastic). The observational equation above is used to estimate 
parameters in a stochastic model for η, which is subsequently used for forecasting the true death rate. 
Generally we do not model future exposures and hence we do not explicitly model future realized death 
rates. 
 
Within the stochastic mortality framework we distinguish between systematic and unsystematic variability. 
Systematic variability is the variability in m(x,t) that stems from variability in the underlying true death rate η. 
This variability is independent of the population size. Unsystematic variability is the variability in m(x,t) 
caused by the stochastic nature of death and the fact that the population is finite. This variability decreases 
with the size of the population. 
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As an example consider the following specialization of the generic model:  
 

)),(),,((Poisson~),(|),( txEtxtxtxD ηη  
 
With this specification we have 
 

EDD ηηη == )|(Var)|(E  
 
where we have omitted the dependence on x and t to ease the notation. Dividing by the exposure we further 
have 
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and using this we can decompose the variability in m as follows 
 

E
mmm )(E)(Var))|(Var(E))|(E(Var)(Var ηηηη +=+=  

 
The variance of η is independent of the population size and gives rise to the systematic variability in m, while 
the last term which depends on the average true death rate and the population size quantifies the 
unsystematic variability. It is seen that the unsystematic variability tends to zero as the exposure tends to 
infinity.  
 

2.1 Sources of systematic uncertainty 
In this paper we will focus on systematic uncertainty, i.e. the uncertainty that comes from viewing the 
underlying true death rates as stochastic. Unsystematic uncertainty, i.e. the uncertainty associated with the 
actual number of deaths or the realized death rates in a population when the true death rate is known, is 
generally negligible in large populations expect in the very old age groups with low exposure. There are 
situations however where it is important to consider unsystematic variability, e.g. when pricing mortality 
derivatives such as survivor swaps written on specific (small) populations. An in-depth discussion of this 
topic is however outside the scope of the current paper.  
 
Consider a generic stochastic mortality model for the true death rate η: 
 

),}{,;,(),( tsstxGtx ≤= ωθη     (2) 
 
where G is the model parameterized by θ, and the ω’s form a sequence of stochastic variables representing 
the stochastic nature of the death rates. As the notation suggests stochastic mortality models will often have 
the structure that death rates are considered to evolve through time, and hence they can depend on 
randomness up to and including the current time, but not after the current time.  
 
In the present context we distinguish between three sources of uncertainty: 
 

• Structural uncertainty is the uncertainty that relates to the stochastic nature of the model, i.e. the 
uncertainty due to the ω’s given the choice of G and the value of θ. This uncertainty is often 
communicated by calculating (pointwise) confidence intervals for the death rates themselves or for 
aggregate quantities such as life expectancy.  
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• Parameter uncertainty is the uncertainty related to the value of θ given the choice of G. Assuming 
G is correct the uncertainty in θ comes from the need to estimate the parameters from (a finite 
amount of) data. The parameter uncertainty can be assessed by calculating confidence intervals in a 
frequentist analysis, or the posterior distribution in a Bayesian analysis.  

• Model uncertainty is the uncertainty related to the choice of G. Different choices of G will lead to 
different results and although one may be able to exclude some models on the basis of lack of fit 
there will be many models that are consistent with data. In the end the specific choice of model will 
be subjective. The frequentist approach to assess model uncertainty is to perform a sensitivity 
analysis trying different models, but this does not lead to a probabilistic quantification. In a Bayesian 
framework it is in principle possible to make a probabilistic quantification of model uncertainty if one 
is willing to assign prior probabilities on the set of possible models, cf. Cairns (2000). 

 

3 Random-walk type mortality models  
A random walk with drift μ is a stochastic process of the form 
 

ttt XX εμ ++= −1  
 
where the ε’s are independent, identically distributed random variables with mean zero and variance σ2. This 
process, or related time-series models, lies at the core of most mortality models where it is used to describe 
the continued decrease in death rates over time (the period effect). It is used in the original Lee-Carter model 
introduced by Lee and Carter (1992), and also in the vast number of extensions and modifications of the 
original model, e.g. Brouhns et al. (2002), Lee and Miller (2001), Renshaw and Haberman (2006), Renshaw 
and Haberman (2003), de Jong and Tickle (2006), Currie et al. (2004). The random walk also describes the 
period effect in the class of models considered in Cairns et al. (2006) and Cairns et al. (2008). 
 
Using the terminology of the previous section the structural uncertainty is the uncertainty in future value of Xt 
due to the stochastic evolution of the process, i.e. due to the ε’s. The parameter uncertainty is the uncertainty 
in the values of the parameters controlling the drift, μ, and the variance, σ2, and it originates from the 
estimation uncertainty of the parameters. Model uncertainty is the uncertainty associated with choosing a 
random walk model instead of any other model. Normally we assume that the ε’s are normally distributed, 
and this choice can also be considered part of the model uncertainty. 
 
In the following we will study how the parameter uncertainty and structural uncertainty accumulate in random 
walk-type mortality models and illustrate the implications for the projection uncertainty of two different data 
sets. The conclusions are valid for all random walk-type mortality models, but to focus the discussion and 
clarify the exposition we will illustrate the points using the familiar Lee-Carter model as an example.  
 
The Lee-Carter model proposed by Lee and Carter (1992) takes the form: 
 

txtxx kbatxm ,)),(log( ε++=     (3) 
 
where the a’s and b’s are age-dependent sets of parameters controlling respectively the mortality level and 
the response (rate of improvement) to the index kt. The mortality index kt is a univariate time-series capturing 
the period effect of mortality improvements, and the ε’s are measurement errors the distribution of which are 
left unspecified in the original paper. In order to ensure identifiability the parameters are constrained by  
 

∑∑ ==
t

t
x

x kb 0       1 and  

 
The age-dependent constants (ax) are estimated by averages over time of log(m(x,t)), while (bx) and the 
time-varying index kt are estimated by singular value decomposition (SVD) of the matrix of the logarithms of 
death rates minus the estimated a’s.  
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Since the distribution of the measurement errors is unspecified the original Lee-Carter model is strictly 
speaking not a fully specified statistical model. Brouhns et al. (2002) consider instead the model 
 

)exp(),(     )),,(),((Poisson~),( txx kbatxtxEtxtxD +=ηη   (4) 
 
The interpretation is the same as for the original Lee-Carter model, but phrasing the model as a standard 
statistical model allows the use of standard estimation methodology. The authors propose to use a joint 
Maximum Likelihood Estimation (MLE) of ax, bx and kt.  
 
In both Lee and Carter (1992) and Brouhns et al. (2002) the dynamics of the mortality index (kt) is estimated 
in a second step as if (kt) were observed rather than estimated quantities. In principle joint estimation of all 
parameters – including those governing the k-dynamics – is possible by MLE. In a Bayesian framework 
Czado et al. (2005) describe how a joint estimation can be performed using Markov Chain Monte Carlo 
(MCMC) techniques. In the following we will proceed as if the mortality index was observed. 
 
 

4 Uncertainty of mortality projections 
The mortality index of the Lee-Carter model and all its variants, including the one by Brouhns et al. (2002), is 
typically modelled as a random walk with drift 
 

ttt kk εμ ++= −1      (5) 
 
We assume, as is normally done, that the ε’s are independent, identically normally distributed N(0,σ2). For 
ease of notation we let the data period correspond to t = 0,…,T. The standard parameter estimates and their 
distributions are then given by 
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where Δkt = kt – kt-1 for t = 1,…, T. These estimates are the maximum likelihood estimates (except that we as 
customary divide by T-1 instead of T to obtain a central estimate of σ2). 
 
By iterating the defining equation (5) we can express future values of the mortality index in terms of the last 
observed value, kT, and future innovations as  
 

,1 hTTThT hkk +++ ++++= εεμ K     (7) 
 
from which forecasts of the index are readily obtained by replacing μ by its estimated value 
 

,ˆ 1 hTTThT hkk +++ ++++= εεμ K     (8) 
 
and using the estimated variance 2σ̂ as the variance of the innovations. Strictly speaking the kT+h in the 
equation above represents an estimated quantity to be distinguished from the true index, but to ease the 
exposition we will not introduce additional notation to make the distinction visible.  
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We can now form two types of confidence intervals for the future values of the index. The first type considers 
only the structural uncertainty, treating the parameters as fixed, while the other type takes the parameter 
uncertainty into account also. For fixed parameters we have from (7)  
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and since the (conditional) distribution of kT+h is normal we obtain a 95%-confidence interval for kT+h by 
 

2
95% ˆ96.1ˆ)(CI σμ hhkk ThT ±+=+  

 
where we have replaced μ and σ by their estimated values. Taking parameter uncertainty of the drift 
parameter into account (treating the variance parameter as fixed) we have from (6) and (8) 
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from which we obtain a 95%-confidence interval for kT+h by 
 

2212
95% ˆˆ96.1ˆ)(CI σσμ hThhkk ThT +±+= −

+    (9) 
 
In principle, we can also take account of the parameter uncertainty in the variance parameter, but that will 
generally have only a small impact compared to the other uncertainties and we do not consider that here. It 
follows from (9) that for small h the uncertainty in the index will be dominated by the structural uncertainty 
from the innovations. However, since the structural uncertainty increases with the square-root of h while the 
contribution from the parameter uncertainty increases linearly in h asymptotically the uncertainty in the drift 
parameter will dominate.  
 
Ignoring for simplicity all other sources of uncertainty, including the measurement error, we have from the 
above and (3) that the variance of forecasted log death rates is 
 

( )221222 )|(Var)),((log(Var σσ hThbkkbhTxm xThTx +==+ −
+  

 
and we thus obtain a 95%-confidence interval for the death rates themselves by 
 

( ))ˆˆ(96.1)ˆ(exp)),((CI 22122
95% σσμ hThbhkbahTxm xTxx +±++=+ −  (10) 

 
As seen from the formulas the innovation variance, σ2, controls the size of both structural uncertainty and 
parameter uncertainty. If σ2 is large there will be large fluctuations in the value of the index from year to year 
(short-term structural uncertainty), and due to the random walk structure the variance of the annual 
fluctuations will accumulate (linearly) over time and lead to very large uncertainty in the long run (long-term 
structural uncertainty). Furthermore, if σ2 is large the parameter uncertainty of the drift parameter will also be 
large and further increase the total uncertainty of forecasted death rates. Conversely, if σ2 is small both the 
short-term and long-term structural uncertainty will be small, and the uncertainty in the drift parameter will 
also be small. Hence, the fact that the magnitude of the randomness in the model is controlled by only one 
parameter and the fact that the random walk model over time accumulates all randomness implies that either 
all types of uncertainty (short-term, long-term and parameter uncertainty) are high or they are all low.   
 
The maximum likelihood estimate of σ2 depends on the fluctuations (differences) from year to year of the 
mortality index, cf. (6). From a practical point of view this implies that if we apply the model to a data set with 
large fluctuations in mortality levels from year to year we will tend to estimate a high value of σ2 (and also a 
high measurement error), and consequently both structural uncertainty and parameter uncertainty of 
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forecasted death rates will be large. Conversely, if we apply the model to a data set with a smooth mortality 
evolution the estimate of σ2 will be small and the forecasting uncertainty will also be small.  
 
Figure 1 illustrates the differences in forecasting uncertainty in the two situations. The figure shows the 
evolution of Danish and US female mortality for ages 60 and 70 and the confidence interval (10) for the 
forecasted death rates. The US mortality evolution has been rather smooth while the Danish mortality 
evolution exhibits large variation from year to year. Consequently, the forecasting uncertainty for the Danish 
data is substantially larger than for the US data. However, although the Danish data fluctuates more in the 
short run than the US data the death rates in the two countries start and end at almost the same level, and it 
is clear that over the long-run the mortality improvements evolve in parallel in Denmark and US. On the basis 
of the historic data we expect Danish and US mortality to continue to evolve in parallel and we consider it 
very unlikely that the mortality levels will ever deviate by so much as the confidence intervals allow. Thus the 
forecasting uncertainty which appears reasonable looking at each country in isolation appears unreasonable 
when compared across countries. 
 
In conclusion the lack of structure of the random walk model and the way uncertainty accumulates over time 
imply that differences in short-term variability lead to even larger differences in long-term variability. This can 
cause unreasonable large differences in forecasting uncertainty for populations with mortality levels evolving 
in parallel. We have used the Lee-Carter model for illustrative purposes as it is simple and well-known. 
However, the problem is a consequence of the underlying random walk and not the specific structure of the 
Lee-Carter model, and the conclusions apply to all stochastic mortality models that rely on random walks to 
model the period effect. 
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Figure 1: Danish and US female mortality for ages 60 and 70 with 95%-confidence 
intervals for forecasts using separate Lee-Carter models for each country. The 
irregular curves are Danish mortality and the smoother curves are US mortality.  
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5 Coherence of mortality projections 
Overall most developed countries have had a similar mortality evolution since around 1950 with substantial 
improvements in death rates and life expectancy. There have been country-specific deviations from the 
general pattern with some countries having a steady decline year after year while other countries have had 
alternate periods with large mortality improvements and almost stagnation. In some countries there have 
even been periods with slightly increasing age-specific death rates for some age groups, e.g. Danish female 
mortality for age 60 to 70 in the 1990’s, see Jarner et al. (2008) for a detailed account of the Danish mortality 
evolution. However, the overall picture remains that mortality improvements historically have occurred in 
parallel in most developed countries. It is reasonable to believe that the observed similarities in mortality 
improvements are due to similar developments in the countries of the underlying processes governing 
mortality, e.g. socio-economic factors, lifestyle, nutrition, level of treatment etc. Wilson (2001) and Wilmoth 
(1998) provide evidence for convergence in global mortality levels due to convergence of social and 
economic factors, see also Tuljapurkar et al. (2000). 
 
Going forward it seems likely that mortality levels in most developed countries will continue to evolve in 
parallel. Clearly there will always be country-specific differences in mortality and in the underlying factors, 
and at any point in time these differences can be substantial. However, it seems unlikely that differences in 
improvement rates can persist in the long run and cause mortality levels to drift apart.  
 
The historic convergence of mortality levels is generally not preserved in forecasts based on separate 
analyses of the individual countries. Figure 2 shows the historic development since 1950 in female mortality 
for ages 60 and 70 for the following 18 industrialized countries: Austria, Australia, Belgium, Canada, Finland, 
France, Germany, Holland, Denmark, Italy, Japan, Norway, Portugal, Switzerland, Spain, Sweden, United 
Kingdom and United States. The data is from the Human Mortality Database (www.mortality.org) and for 
each country it consists of age-specific death counts and exposures for each year since 1950 for ages 20 to 
100. A Lee-Carter model has been fitted for each country and the forecast for age 70 is shown on the figure. 
In the historic period the countries have evolved in parallel with temporary country-specific deviations from 
the general trend, but the separate analyses lead to diverging projections due to small differences between 
the countries. The fanning out of the projections seems unlikely in view of the historic similarities. 
 
This point is highlighted in Figure 3 which shows female mortality for age 70 for each country relative to the 
average death rate for all the countries. Historically death rates have been within a factor of about 3/2 of the 
average value (the horizontal dotted lines are plotted at 2/3 and 3/2 respectively), but in the projections 8 out 
of the 18 countries fall outside of this band in 2070.  
 
We have used the Lee-Carter to illustrate how separate analyses of seemingly similar data sets generally 
lead to diverging projections. However, this is by no means a problem specific to the Lee-Carter model. On 
the contrary, most mortality models will when applied to each data set individually produce diverging 
projections. We call this phenomenon incoherence since the projections viewed collectively are clearly at 
odds with reality. Although most mortality models are incoherent in this sense of the word the class of 
random walk type mortality models are particularly prone to be so due to the accumulation of all (annual) 
fluctuations. In essence, random walk type mortality models extrapolate short-term differences with no 
regard to the absolute level. This lack of structure is both the virtue and the problem of random walk type 
mortality models. 
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Figure 2: Historic female mortality for ages 60 and 70 for 18 developed countries. 
The straight lines are projected death rates for age 70 based on separate Lee-
Carter models. In order from top to bottom of the projected value in 2070 the 
countries are: Denmark, United States, United Kingdom, Holland, Canada, 
Norway, Sweden, Belgium, Portugal, Germany, Australia, Italy, Austria, 
Switzerland, Finland, France, Spain and Japan. 
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Figure 3: Historic and projected female mortality for age 70 for 18 developed 
countries relative to the average death rate of the countries. The projections 
(straight lines) are based on separate Lee-Carter models for each country. In order 
from top to bottom of the projected value in 2070 the countries are: Denmark, 
United States, United Kingdom, Holland, Canada, Norway, Sweden, Belgium, 
Portugal, Germany, Australia, Italy, Austria, Switzerland, Finland, France, Spain 
and Japan. 
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5.1 SAINT framework 
The mortality evolution of most industrialized countries appears to follow the same long-term trend. The 
improvements occur at different times in the individual countries and there are differences in the variability of 
the improvement rates from year to year between the countries, but over the long-run the average 
improvement rates are very similar and the mortality levels of the countries stay within a fairly narrow band of 
each other over time.  
 
Separate analyses of the countries will generally not preserve the historic, long-term similarities. In fact, 
separate analyses tend to produce incoherent, i.e. diverging, projections. In the following we will describe a 
framework for coherent mortality modelling, i.e. a framework for producing mortality projections for a group of 
countries/populations which preserves the common long-term trend. The framework and a specific model 
within the framework were introduced in Jarner and Kryger (2008) from the perspective of linking a (small) 
subpopulation to a larger reference population. Related ideas can be found in Li and Lee (2005).  
 
The framework is dubbed SAINT for Spread Adjusted InterNational Trend and it consists of two parts: 

1. A model for the common long-term trend for the group of populations under consideration 

2. Country-specific models for the short to medium-term deviations of the country-specific mortality 
levels from the common trend (the spread) 

 
We assume that data are of the form of death counts and exposures for each country for a range of ages 
and a range of years. We let Di(x,t) denote the number of deaths in country i for age x in year t, and we let 
Ei(x,t) denote the corresponding exposure. We do not assume that the age ranges and years for which we 
have data for the various countries necessarily coincide. Further, we let DInt(x,t) and EInt(x,t) denote the sum 
of Di(x,t) and Ei(x,t) over those countries for which we have data for the given age and year.  
 
We assume that DInt(x,t) are independent with  
 

 )),,(),((Poisson~),( txEtxtxD IntIntInt η     (11) 
 
where ηInt(x,t) is the common international level. The common international level can be modelled as one 
pleases. In the application in Jarner and Kryger (2008) the common level is modelled by an elaborate frailty 
model with the aim of producing precise estimates of future improvement rates in old-age mortality, while in 
the example below we use a Lee-Carter specification of ηInt(x,t). In the latter case model (11) for the common 
international level coincides with model (4) of Brouhns et al. (2002).  
 
Having estimated the common international level we consider next for each country a model where Di(x,t) 
are independent with  
 

)'(exp ),(ˆ ),(
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    (12) 

 
The national mortality levels are given in terms of spreads to the (estimated) common international level. 
Each spread depends on a country-specific multivariate time-series ( i

ty ) and a set of fixed, common 

regressors xr which determine the possible shapes of the spread. In Jarner and Kryger (2008) and in the 
example below we use a set of three regressors which corresponds to level, slope and curvature of the 
spread, i.e. ),,1(' 01

2
201 bxbxbaxarx +++= where the constants 1201 ,,, bbaa and 0b  are chosen such 

that the regressors are normalized, mean-zero and mutually orthogonal. Fixing, rather than estimating, the 
regressors has the advantage that we can interpret the value of the time-series as the excess mortality in 
country i compared to the international level related to respectively the overall level, old versus young age 
mortality, and old and young age versus middle-aged mortality.  
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We first estimate the time series from (12) based on the country-specific data and the estimated value of the 
common international trend ),(ˆ txIntη . Note, since the regressors are fixed the maximum likelihood estimate 

of i
ty  depends only on data for year t. Second, we estimate a multivariate, stationary time-series model for 

( i
ty ). The time-series model controls the length and magnitude of the country-specific deviations from the 

common level. The assumed stationarity ensures that the deviations are effectively bounded such that in the 
long run mortality levels in each country will evolve in parallel with the common trend while allowing 
substantial short to medium term deviations from the trend. In the example below we use a three-
dimensional vector autoregressive (VAR) model for ( i

ty ): 
 

),0(~   , 31
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t
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ii
t NbyAy Ω++= − εε     (13) 

 
In Jarner and Kryger (2008) it is argued that there should be no mean term in model, but for illustrative 
purposes we include a mean term in the model in the example in this paper. Forecasts are easily obtained 
by separately forecasting the common international trend and each country-specific spread using (13), and 
then combining the two forecasts to produce a forecast for the national mortality levels using the relation in 
(12). Assuming independence of the international trend and the national spreads the forecast variance takes 
the form: 
 

x
i
txInti ryrhTxhTx )(Var')),((logVar)),((logVar ++=+ ηη  

 
where T is the last observation year and h is the forecast horizon. The first term in the variance 
decomposition is the variance of the forecasted international level. This term is common for all countries and 
it will typically, e.g. if we use a Lee-Carter model for the international level, tend to infinity as h tends to 
infinity. The second term comes from the country-specific spread and it will increase to a finite asymptotic 
value as h tends to infinity due to stationarity of the time-series. Hence asymptotically the uncertainty of the 
common trend will dominate and the long-run forecasting uncertainty will therefore be (almost) the same for 
all countries. Confidence intervals for the national mortality levels can be obtained by 
 

( ))),((logVar96.1ˆ'exp),(ˆ)),((CI95% hTxyrhTxhTx i
i

hTxInti +±+=+ + ηηη  
 
where ),(ˆ hTxInt +η  and i

hTy +ˆ  denote forecasted values. 
 
As an example of the proposed framework we have applied it to the group of 18 developed countries 
considered in Section 5. We used a Lee-Carter model for the common international level and separate VAR-
models of the form (13) for the country-specific spreads. Due to data problems it was not possible to 
estimate the time-series for all years for Finland. Further, the estimated VAR-model for Japan, Portugal and 
Spain was not stationary. In a more detailed analysis both problems could be remedied by changing the 
estimation routines and/or trying different time-series models. However, for the purpose of this example we 
have simply excluded the four countries. Figure 4 shows the results for the remaining 14 countries: Austria, 
Australia, Belgium, Canada, France, Germany, Holland, Denmark, Italy, Norway, Switzerland, Sweden, 
United Kingdom and United States. As seen the mean forecasts of the mortality levels evolve in parallel and 
converge to the common level offset by the mean term of the VAR-model. Note that convergence of the 
mean forecasts does not imply that the actual death rates will convergence. The model is stochastic and 
each country has a spread that develops independently of the other spreads, hence the realized death rates 
will never coincide. The dotted lines are 95%-confidence intervals and the funnel they shape essentially 
defines the region where all death rates are expected to lie in the future. In contrast to the forecast based on 
separate Lee-Carter models in Figure 2, the SAINT forecast closely reflects the historic similarities of the 
countries. 
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Figure 4: Historic female mortality for ages 60 and 70 for a group of developed 
countries, and projected death rates for age 70. The projections are based on a 
common Lee-Carter model and separate time-series models for the spreads. The 
dotted lines are 95%-confidence intervals for the forecasted values. 

 
 

6 Conclusions 
We have used the term random walk type mortality models for stochastic mortality models that use a random 
walk with drift to model the continued decrease in mortality over time, i.e. the period effect. This class 
contains most of the mortality models commonly used in practise, e.g. the model of Lee and Carter (1992) 
and the class of models considered in Cairns et al. (2008). The consequences of the random walk structure 
for forecasting uncertainty and for the forecasted levels are summarised below: 
 

• Uncertainty: In random walk type mortality models the innovation variance is estimated from the 
annual fluctuations in mortality levels. Since the innovation variance also determines the 
accumulated (structural) uncertainty and the trend (parameter) uncertainty this can lead to large 
differences in forecasting uncertainty for similar populations. 

• Level: In random walk type mortality models the trend is estimated from the accumulated annual 
differences. The model does not distinguish between an underlying trend and deviations from the 
trend which implies that forecasts for populations with (small) historic differences will diverge. 

Instead of using separate (random walk type) mortality models we introduced the SAINT framework for 
obtaining coherent projections for groups of populations. In this framework we model a common trend and 
separate, stationary deviations from the trend. Regarding forecasting uncertainty and the forecasted levels 
the SAINT structure implies  
 

• Uncertainty: Populations with differences in the size of annual fluctuations will have different short-
term (spread) uncertainty. However, since the trend uncertainty is the same and deviations are 
essentially bounded the populations will have similar long-term forecasting uncertainty.  
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• Level: The long-term (mean) forecasts for all the populations considered will converge to the same 
long-term trend offset by a factor reflecting historic differences between the populations, i.e. all long-
term forecasts will evolve in parallel. 

We have discussed the notion of coherent projections for groups of countries and that is also the terminology 
used in the SAINT framework. However, the concept of coherence is also of relevance in other contexts 
where we want to assure that forecasts for related populations do not diverge, e.g. forecasts for females and 
males in the same population, and the SAINT framework may be useful in these situations also.  
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