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Welcome to the Webinar
We will begin shortly

A few housekeeping items before we begin:

1. Questions & Comments – Verbal capabilities have been turned off 
however questions or comments can be submitted by clicking on 
the Q&A icon at the bottom of your screen. All questions will be 
answered during the Q&A session at the end of the presentations.

2. Recording and presentation – A YouTube recording along with the 
presentation will be made available on the IAA website within the 
next day or so. They can be found where the paper has been 
posted in the Past Events Library on the IAA website at 
www.actuaries.org .

http://www.actuaries.org/


Welcome and thank you for joining today’s webinar.

Disclaimer Note:
Any views or opinions expressed in this presentation and in the Q&A 

session are solely those of the authors/presenters and do not necessarily 
reflect the policies or positions of the International Actuarial Association 
(IAA).  While every effort has been made to ensure the accuracy and 

completeness of the material, the IAA and authors give no warranty in that 
regard and reject any responsibility or liability for any loss or damage 

incurred through the use of, or reliance upon, the information contained 
therein. 
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Model Risk

“Essentially, all models are wrong, 
but some are useful.”

    – George Box, Statistician
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Defining a Model

SOURCE: Model risk: illuminating the black box | British Actuarial Journal | Cambridge Core

https://www.cambridge.org/core/journals/british-actuarial-journal/article/model-risk-illuminating-the-black-box/FD2FD9F9DD86CCB611B4ECEF1421A7AA
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Defining AI (ML vs AI vs Gen AI)

Traditional Model Building Machine Learning / ML Artificial Intelligence / AI 

This Photo by Unknown Author is licensed under CC BY-SA This Photo by Unknown Author is licensed under CC BY-NDThis Photo by Unknown author is licensed under CC BY-NC.

http://math.stackexchange.com/questions/398123/clamped-b-spline-repeat-knots-or-control-points
https://creativecommons.org/licenses/by-sa/3.0/
https://creativecommons.org/licenses/by-sa/3.0/
https://creativecommons.org/licenses/by-sa/3.0/
https://medium.com/the-algorithmic-society/machine-learning-a-newer-version-of-a-lean-thinking-tool-fbc460074e50
https://creativecommons.org/licenses/by-nd/3.0/
https://creativecommons.org/licenses/by-nd/3.0/
https://creativecommons.org/licenses/by-nd/3.0/
http://techcafeteria.com/blog/
https://creativecommons.org/licenses/by-nc/3.0/
https://creativecommons.org/licenses/by-nc/3.0/
https://creativecommons.org/licenses/by-nc/3.0/
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Model Risk - many sources of risk, including:

Data Assumptions Method / 
Structure

Formula / 
Coding

Use People Ethics
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Model Risk Management and Governance

SOURCE: Model risk: illuminating the 
black box | British Actuarial Journal | 
Cambridge Core

https://www.cambridge.org/core/journals/british-actuarial-journal/article/model-risk-illuminating-the-black-box/FD2FD9F9DD86CCB611B4ECEF1421A7AA
https://www.cambridge.org/core/journals/british-actuarial-journal/article/model-risk-illuminating-the-black-box/FD2FD9F9DD86CCB611B4ECEF1421A7AA
https://www.cambridge.org/core/journals/british-actuarial-journal/article/model-risk-illuminating-the-black-box/FD2FD9F9DD86CCB611B4ECEF1421A7AA
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Opportunities for Actuaries?

Actuaries

Data

Model

Business

Risk
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Ethical AI Development for Actuarial Practice
Fei Huang



1. Problem 
statement

2. Data 
collection

3. Exploratory
Data Analysis

4. Modelling

5. Evaluation

6. Deployment

Data Science / AI
Lifecycle

Actuarial Control Cycle:

• Stage 1 corresponds to 
defining the problem,

• Stages 2-5 to designing 
the solution 

• Stage 6 to monitoring 
the results – mirroring 
the actuarial control 
cycle structure.
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1. Problem 
statement

2. Data 
collection

3. Exploratory
Data Analysis

4. Modelling

5. Evaluation

6. Deployment

Data Science / AI
Lifecycle

Q: What is the 
most frequent 
failure in data 
analysis?

A: Mistaking the 
type of problems 
being considered

14

Reference: Leek and 
Peng (2015) “What is 
the question?” Science



What are the problem types?

1. Descriptive — What happened? 
Summarizes the main features of a dataset without making interpretations or drawing 
conclusions.
Example: What is the average temperature in July across Australian cities?

2. Exploratory — What patterns or relationships exist in the data?
Identifies trends, clusters, correlations, or anomalies to generate hypotheses or insights.
Example: Are there clusters of customer behaviour in purchase data?

3. Inferential — What can we infer about a population based on a sample?
Uses statistical techniques to draw conclusions about a broader population from a 
sample.
Example: What is the average income of all Australian adults based on survey data?

Reference: Leek and Peng (2015) “What is the question?” Science. 15



What are the problem types?

4. Predictive — What is likely to happen in the future?
Uses historical data and models to forecast future outcomes or behaviors.
Example: What is the expected number of insurance claims for a driver next year, based 
on their age, location, and driving history?

5. Causal — What is the causal effect of X on Y?
Determines whether and how a change in one variable causes a change in another on 
average.
Example: How much does wearing a seatbelt lower an individual’s chance of dying in a 
crash?

6. Mechanistic — How does the system work exactly?
Explains the precise, deterministic relationship between variables based on underlying 
theory or physical laws. Rare outside fields like physics or engineering.
Example: How does wing design change airflow to reduce drag?

16



Major principles of AI ethics

Two perspectives on AI ethics: Users and Developers. The principles below are presented 
mainly from the Developer view.

1. Fairness and non-discrimination: mitigating any direct and indirect discrimination that 
is embedded in data or model design

2. Transparency and explainability: decisions interpretable by not only developers but 
also customers and regulators

3. Accountability: who is responsible when AI makes errors: actuary, developer or firm?
4. Privacy and data ethics: related to third-party sources, telematics or even social media
5. Contestability: people affected by automated decisions have meaningful channels for 

appeal and recourse
6. Stability and robustness: AI models remain reliable and perform as expected under 

real-world conditions.
17



1. Problem 
statement

2. Data 
collection

3. Exploratory
Data Analysis

4. Modelling

5. Evaluation

6. Deployment

1. AI Problem Definition 
Considerations
• Align objectives with fairness, 

explainability, and regulations

• Define optimisation trade-offs (e.g., profit 
vs. societal equity)

• Assign stakeholder roles for AI use, 
oversight, and accountability

• Establish clear risk tolerances and success 
criteria

2. Ethical Data Collection 
Principles
• Minimize data privacy invasiveness

• Avoid indirect encoding of sensitive 
attributes (e.g., via proxies)

• Ensure meaningful consent for data use

• Identify and account for historical biases

• Maintain data quality for fair and robust 
modeling

• Align data use with governance and legal 
frameworks

3. Ethical Feature 
Assessment in EDA
• Document assumptions, transformations, and 

selection criteria transparently

• Justify inclusion/exclusion of features with 
fairness or legal risk implications

• Ensure feature engineering decisions support 
model interpretability and auditability

4. Ethical AI Modelling
• Mitigate historical or structural bias and 

achieve fairness

• Ensure interpretability for transparency,  
auditability, and regulation

• Justify key modelling choices and conduct 
independent validation

• Transparently document trade-offs 
between performance and ethical 
considerations

5. Ethical AI Model Evaluation
• Assess generalisation across diverse scenarios and 

populations

• Conduct scenario tests and sensitivity analyses for 
model resilience

• Validate model performance against ethical 
principles using holdout samples or real-world 
simulation

• Ensure transparency of evaluation metrics and 
assumptions

6. Ethical Deployment
• Audit models for accuracy, fairness, 

transparency, and robustness

• Enable contestability for stakeholders

• Align deployment decisions with original 
problem definition and ethical goals

• Monitor model behavior post-deployment 
and incorporate feedback into future 
cycles

• Document deployment assumptions, risks, 
and governance protocols

Ethical AI
Lifecycle
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• “The actuarial profession should lead, not follow, in building public trust in 
AI systems.”

IFoA AI Ethics, Governance & Risk Management Working Party, article series #1
• More articles: https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/ 
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https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/
https://blog.actuaries.org.uk/authors/ifoa-s-ai-ethics-working-party/


Case Study: Pitfalls in AI/Machine Learning 
Interpretability

20

Manipulating Partial Dependence Plots to Hide Discrimination

Xin, Xi, Hooker, Giles, & Huang, Fei (2024). Pitfalls in machine learning interpretability: 
Manipulating partial dependence plots to hide discrimination. Insurance: Mathematics and 
Economics.125, 103-135. https://doi.org/10.1016/j.insmatheco.2025.103135 

https://doi.org/10.1016/j.insmatheco.2025.103135


• The interpretability, explainability, and transparency of black-box algorithms 
are commonly discussed ethical challenges across various AI principle 
documents

• Australia’s AI Ethics Principles
• EU’s General Data Protection Regulation (GDPR) – a “right to explanation”
• In the US, NAIC (2022) extended their Predictive Models White Paper to take 

into account the review of rate filings based on tree-based models including 
random forest and gradient boosting machines.

– Obtain plots describing the relationship between each predictor variable and the 
target variable.

21

Explainability Requirements for High-Stake Applications



• Interpretable (simple enough) Models: LM, GLM, GAM, Decision Trees (CART)
• Black-box (AI/ML) Model Interpretation tools, for example:

– Global Model-Agnostic Methods
• Partial Dependence Plot (PD)
• Accumulated Local Effect plots (ALE)
• Functional decomposition
• Permutation feature importance

– Local Model-Agnostic Methods
• Individual conditional expectation curves (ICE)
• Local surrogate models (LIME)
• kernel SHapley Additive exPlanations (kernel SHAP)

22

Model Interpretation methods



• PD plots assume that the features to be explained are independent of the 
other features.

• If features were dependent, PD plots would be based on extrapolations in the 
unlikely feature space.

23

Assumptions of Partial Dependence Plots
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Extrapolation in Unlikely Feature Space

Source: Hooker, Giles (2004). “Diagnosing extrapolation: Tree-based density estimation”. ACM SIGKDD
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Fooling Partial Dependence Plots using Insurance Data

Left: Before the Attack                         Right: After the Attack
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Fooling Partial Dependence Plots using Simulated Data

Left: Before the Attack                         Right: After the Attack

Left: Before the Attack                         Right: After the Attack
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Fooling Feature Importance using Simulated Data

Left: Before the Attack                         Right: After the Attack

Left: Before the Attack                         Right: After the Attack
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The Process of Fooling Partial Dependence Plot via 
Adversarial Attacks

Two Goals:
1. Prediction Accuracy of the ML task: only 0.2%-0.6% of real data is used for 

manipulation in our real claims data example
2. Manipulating PD plots to achieve desired interpretation (say hiding 

discrimination): 97%+ accuracy of attack



1. Choose the right model for the right problem. For predictive problems,
– Black-box/AI models (e.g. deep learning) are usually best suited when data is 

unstructured, complex, rich, and accuracy gain is significant and stable compared to 
interpretable models.

– Interpretable models (e.g. GLM) are preferred when data is structured, tabular, 
explainability is high, accuracy is sufficient. 

2. Not just PD plots, but all interpretation tools have pitfalls. 
– Be aware of the limitations of interpretation tools
– PD plots (and similar tools) should NOT be used to evaluate fairness 
– Use multiple interpretation tools can reduce the potential risks. 

3. Apply the Ethical AI Lifecycle and integrate all ethical principles into every 
stage of AI development.

29

Takeaways:



Q&A Session

Should you have any questions or comments, 
please add them to the Q&A icon at the bottom of your screen.



Thank you for joining today’s webinar!

Should you have any further questions or comments, 
please send them directly to Technical Activities of the IAA

at the following email address:
technical.activities@actuaries.org
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