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Abstract

Despite the growing body of research and adoption of machine learning in the field of
insurance, the practicality of such methods in claims reserving is still unclear. We are
increasingly seeing different machine learning models and methods being explored as al-
ternative ways of estimating claims reserves. However, a lot of the literature on applying
machine learning to claims reserving has been evaluated on synthetic data or on old yearly
data. Hence, testing the efficacy of such methods with up-to-date claims data and com-
paring them against estimates made by actuaries is important if we are to see practitioners
take advantage of existing research. Apart from focusing on high-frequency and short-tailed
products, machine learning can give the biggest improvement in the first few development
months since they contain the highest level of uncertainty. With this in mind, we present a
machine learning approach to monthly IBNR reserving — based on the work of Caesar Balona
and Ronald Richman — that we validate on real monthly claims data from Gjensidige. Actual
versus Expected analyses demonstrate that this approach can in many instances outperform
the reserving done by an actuary. Potential benefits of such methods include increased
automatization and accuracy while removing some of the subjective evaluation when per-
forming claims reserving.

1 Introduction

Over the past few years, a growing body of research has proposed several ways in which machine
learning may be applied by actuaries. However, it has been challenging for practitioners to
make use of these methods due to a variety of reasons, including interpretability and model
complexity, while not having significant enough improvements over standard techniques. Risk
managers and auditors might also be skeptical about productionizing models such as neural
networks, although there is already some work done to address these concerns [13]. A way one
might consider avoiding the issues with machine learning models is to instead apply machine
learning techniques to standard methods. In this paper, we further develop the approach by
Caesar Balona and Ronald Richman [2] to handle real monthly claims data for the problem of
Incurred But Not Reported (IBNR) reserving. In particular, we will consider auto collision and
homeowners insurance. These are relatively short-tailed and high-frequency Line of Businesses
(LoBs), making it easier to validate the performance of our method on newer data.

1.1 The Reserving Problem

An actuary dealing with IBNR reserving at an insurance company will have to make several
subjective choices based on personal preferences, judgments, and heuristics. In practice, this can



Table 1: Mathematical notation and terms.

Notation Description

I1+1 The total number of origin periods

J+1 The total number of development periods

9 Index for origin period (0 <i < TI)

J Index for development period (0 < j < .J)

k Index for valuation period

Xij Incremental claim amount with origin ¢ at development period j
Cij(= Z{:o Xi1) Cumulative claim amount with origin ¢ at development period j
Ci it Observed ultimate claim amount

Fi ;i (=C;;+1/Ci;) Individual development factor from j to j + 1 for origin period ¢
R, ;i (=Ciue — Cij) IBNR claims reserve for origin ¢ and development period j

Dy (={C;; |i+j<k}) Lossdevelopment triangle at valuation period k

mean tedious manual parameter tuning of loss reserving techniques such as Bornhuetter—Ferguson
[4], Benktander [11], or Cape Cod [5], which might be done on a monthly, quarterly, or yearly
basis.! The actuary might need to consider how many development periods to include, what the
best model for a particular LoB is, come up with a good apriori, etc. Hence, automating this
process will not only speed up the reserving process but could lead to a less biased estimate that
is not as dependent on the person performing the reserving.

In this article, we apply the automated parameter selection technique of [2] on real claims
data from Gjensidige? and compare them against historical claims reserves made by actuaries
at different valuation periods. At the start of every month, actuaries at Gjensidige perform
a control of the IBNR estimates for the prior months and make parameter changes if needed.
Various forms of actual versus expected and runoff analyses might be performed as well as looking
at individual claims to consider how they might affect the development pattern. It usually takes
the actuary several hours each month to ensure that the estimates are at a reasonable level.
Hence, doing a comparison against these estimates gives practitioners a realistic picture of how
a machine learning approach can perform on their data.

1.2 The Machine Learning Approach to Standard Methods

One can draw a parallel between choosing parameters for the Benktander or Bornhuetter-
Ferguson method and what in the machine learning literature is referred to as hyperparameter
tuning. Hyperparameters are parameters that determine the particular structure of the final
model, e.g., the number of hidden layers for a deep neural network [7] or the number of esti-
mators for a gradient boosting machine [6], and cannot be estimated directly from the data.
Drawing inspiration from model selection techniques in machine learning, Balona and Richman
[2] developed a method for performing such tuning on loss development triangles. This subsec-
tion will give a brief summary of their work. The notation is adopted from [8, 2] and summarized
in Table 1.

LSee [8] and [14] for an overview of these methods.
2Gjensidige Forsikring ASA is the largest insurance company in Norway with a presence in all the Scandinavian
and Baltic countries.



To find the best model, one usually defines a loss function and a way to estimate how a
machine learning model will perform on unseen data [10, p. 32|, e.g., K-fold cross-validation.
We will look at how [2] defines two loss functions and K-fold cross-validation for loss triangles.
Given an ultimate estimate CA’f_ult for origin period i and valuation period k, we do not have access
to what the ultimate claim amounts C; it will actually look like until a satisfactory number of
development periods are available. This prevents us from directly using common loss functions
such as root mean squared error. However, since reserving methods also create estimates C’f]
for any development period j, we can instead look at how a given model performs one valuation
period at a time. Considering claims with origin period i and development period j, the actual
versus expected (AvE) result,

A’l}Eﬁj = Ciﬁj - ék;j_a

(2

gives us the difference between the estimated amounts at valuation period k and the observed
amounts. If welet j* = k—¢, then AvEZlf j gives us the difference between observed and estimated
claims as we add one more diagonal of experience. Taking the square root of the weighted average
of (AUEZK = 0)2 for all origin periods 4, gives us the AvE score,

I [
>io1 | Xi g+ |(AvES . )?
T

it [ X

of the latest diagonal for valuation period k. This can be seen as a weighted root mean squared
error (RMSE) for diagonal k. However, to prevent the models from producing big fluctuations in
the reserves for each new diagonal, it might be beneficial to add a penalty term to the AvE score.
This is called regularization and is a common technique in machine learning when one wants to
avoid over-fitting [10, p. 10]. The claims development result (CDR) of Merz and Wiithrich [12],
achieves this by looking at the difference in the cumulative ultimate estimate at k and k—1, i.e.,

AvEcore =

)

CDRF = CF,, — CF ot

i,ult
_ Dk pk—1 k
= Ri ;. — R0+ AvEy .,

where J:Zﬁ = C k,ult —(; ;= is the estimated IBNR reserve for origin period ¢ and valuation period

2 by

k. We can then define the CDR score to be

I
Zq‘,:l |Xi,j* |(CDR§)2
T ,
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which acts as the penalized version of the weighted RMSE above.

Having now defined loss functions that score the subsequent forecasts of a diagonal, we can
very naturally define K-fold cross-validation by splitting our triangle Dy into K sub-triangles,

cD Rscm‘e =

Dy_x C€CDi_g41 S+ C Dy,

and taking the mean of the CDR or AVE scores of the K triangles. Figure 1 illustrates the first
and last sub-triangle above, and how the former is contained in the latter. Note that this is
technically time series cross-validation since we for each validation set (diagonal), ensure to only
train the model on data prior to it [9].
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Figure 1: Illustration of loss development triangles Dj,_x C Dy.

2 Methodology

The authors of [2] have kindly released an open-source Python package called tryangle [1], based
on John Bogaardt’s chainladder-python [3] package, making it easy to extend and test their
techniques on our data.

We will consider two LoBs with monthly claims data going back to January 2003. To ensure
we have enough development periods, we look at all claims with origin in January 2014 up to
and including December 2018, i.e., a total of 60 origin periods, but with 48 valuation periods
from January 2015 to January 2019, as explained below. Moreover, we assume that the claims
have finished developing at the end of December 2022 and will use that as our actual ultimate
claim amount. In other words, when IBNR is zero and RBNS is marginal. This enables us to
look at how predictive a low AvE or CDR score is of a low RMSE of ultimate predictions. We
hope to find that selecting the model with the lowest score, given the information available at a
particular valuation period, will ultimately give one of the best-performing models.

We have decided to limit ourselves to the Bornhuetter—Ferguson and Benktander methods
since they are used most frequently at Gjensidige. Moreover, since Benktander is an iterated ver-
sion of the Bornhuetter-Ferguson method, there is a parameter for Benktander called n_iters in
the chainladder-python package that determines whether it is Bornhuetter-Ferguson (n_iters
= 1) or Benktander (n_iters = 2). For both methods, however, the ultimate loss apriori will
be obtained by multiplying earned premiums by a loss ratio apriori. Henceforth, we will refer
to loss ratio apriori by just apriori as this is the parameter we are selecting. We have extended
the package’s apriori parameter to deal with seasonal aprioris since we will be working with
monthly data that might have seasonal effects. In other words, instead of having a fixed loss
ratio apriori for all months, each month will have its own as this allows for better fine-tuning. A
challenge in choosing monthly parameters is that we only observe any particular apriori once a
year — instead of 12 times a year — meaning one needs n years of cross-validation to get n results
from a particular parameter choice. Not only is this computationally costly but also leads us to
rely on few, potentially outdated, samples. To simplify matters, and focus on the first and most
important development periods, we will only look at ultimate estimates going back one year at
a time as the first few development periods are the most challenging to predict. In this way, we
can also select monthly aprioris for a single instance of each of the 12 months in a year. This
results in a total of 48 x 12 = 576 estimates for cach LoB.
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Figure 2: Ilustration of how we could obtain samples for fo with Cy x/Co,0 and C; ,/Cio
from the triangle Djy. This would form the sampling distribution for choosing a loss
ratio apriori for claims with origin k. We do similarly for f; to get equivalent sampling

distributions for claims with origin k — j, where 57 = 1,2,...,11. Note that we do not
sample from claims experience after origin period i as we require at least p development
periods.

Instead of choosing a month’s apriori directly, we will use 13-fold cross-validation to select the
apriori based on how much the month’s current incurred loss ratio is expected to develop before
being considered the month’s ultimate loss ratio, according to prior claims history. Let r; ; denote
the observed incurred loss ratio for origin period ¢ and development period j. Given a valuation
period k and j € {0,1,...,11} development periods, we search for a suitable factor f; such that
the apriori for the ultimate loss ratio becomes f; - r; ;. We expect fy to have the highest value
and variability, while the variability vanishes and f; approaches 1 as j approaches 11. However,
since f; may depend on the particular origin period ¢, we create a sampling distribution based on
prior (individual) cumulative development factors f; ; at valuation period k. To have sufficient
experience for the claims to be considered developed enough we only sample from origin periods
with at least p development periods. Moreover, we would not want p to be too large to avoid
sampling from outdated development patterns. In effect, we are sampling from a rolling window
no greater than a few years. Hence, for a short-tailed product such as auto collision, we consider
origin periods ¢ that have 12 < p < 48 development periods at valuation period k, and sample
the cumulative development factors

fii= Tip _ Cip
i, — = 3
rij  Ciy

to obtain a sample mean pu; and sample variance 012 for the random variable f; for each
j €{0,1,...,11} (see Figure 2). For the sake of simplicity, we assume f; follows the normal
distribution N (p;, 0’?). Note that f; ; is usually obtained by taking the product of individual
development factors, i.e.,

p—1
[]7 = Cij+1Cij42---Cip
il =
pa CijCijr1 - Cipa
Cip

- Ciy fug-

See Figure 3 for what the sampling distributions look like for periods prior to January 2014.
As expected, we see that for j = 0 the two distributions overlap, having high variability and
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Figure 3: Distribution of individual cumulative development factors f; ; for development
periods 0 < j < 11 and origin periods prior to January 2014.



Table 2: Search space for model parameters.

Parameter Distribution Description

n_iters u{1,2} Bornhuetter-Ferguson or Benktander
cumdev_factor_j N (uj,0;) For each j =0,1,...,11 development period
drop_-low u{n}_, Drop n lowest incremental development factor(s)
drop-high U{n}s_, Drop n highest incremental development factor(s)

N =12, M = 36 for auto

. M
n_periods Uint,_n N =108, M = 144 for home

generally lying above 1. Then, as j grows, the means of the distributions approach 1 from the
left for auto and from the right for home, while the variability is decreasing for both. However,
note that the variability is higher for homeowners than for auto insurance, indicating it has a
longer tail for most origin periods. Hence, it might be appropriate to use AvFE.ope for auto
collision and C'D Rgcore for homeowners, as suggested by [2].

In addition to choosing monthly aprioris and the number of Benktander iterations, we also
include parameters controlling how many origin periods to include when calculating loss devel-
opment factors, and whether to drop some of the highest or lowest factors. This means that
we usually consider only a subset of the origin periods available to us. See Table 2 for the full
parameter search space, where U denotes the discrete uniform distribution and N the normal
distribution.

The parameters will be chosen randomly from the search space and an AvE or CDR score will
be calculated for each parameter choice. There will be 500 random samplings from the search
space and the parameters with the lowest score will be selected for each of the 48 valuation
periods. We will approach each new month as an actuary would at Gjensidige. If we are at
the beginning of January 2015, then we have access to all claims up to and including December
2014. Hence, we get a score based on estimates for all of 2014 since we consider 12 months at a
time. When we then move to February 2015, we also get estimates for January 2015 but discard
estimates for January 2014, and so on.

3 Results

As mentioned in the introduction, we will use the incurred claims® history of two different
LoBs: homeowners and auto collision insurance. For each product, we are going to select some
illustrative valuation periods where the machine learning approach performs well and when it
performs poorly. To get the complete picture, we will then present how the methods perform in
aggregate.

3.1 Auto Collision Insurance

Looking at the RMSE result for all valuation periods in Figure 4, we can immediately see months
that might be interesting to look at in further detail. Particularly the first few months of 2015
and the months at the turn of 2018. The machine learning approach outperforms historical
estimates by a good margin for the former while it is reversed for the latter. Consider first the

3The incurred claims for a given month include the total paid claims and the Reported But Not Settled (RBNS)
estimates.
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Figure 4: Comparison of RMSEs for all valuation periods when looking at auto insurance.
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Figure 5: Box plot of the RMSE of all 500 trials with points representing the RMSE of
different estimates.

box plot in Figure 5 which shows the distribution of RMSE of ultimate estimates for the 12
months prior to January 2015. The parameters minimizing the AvFEgqore produce estimates with
RMSE below the 25th percentile. On the other hand, a closer inspection of the development
pattern for this LoB reveals that claims with origin at the turn of 2018 deviate significantly from
the pattern in prior and subsequent periods. Hence, the actual loss ratio for November lies far
outside the search space for aprioris (see Figure 6). This in turn leads to a poor estimate for
claims in November, despite having a better performance for other origin periods (See Figure
7). In other words, parameter selections that work well for origin periods used during cross-
validation do very poorly for those particular months. Compare that to Figure 8 where the
actual aprioris lie comfortably within the search space for January 2015. Note how the choice of
parameters that minimizes AvFg.ore ends up “maximizing” the RMSE in Figure 9. Moreover,
a basic chain ladder model with no aprioris performs even better than the historical estimate.
This then normalizes again towards the end of 2018 where the historical estimates are once more
outperformed by the machine learning approach.



Selected Seasonal Apriori for Dec '17
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Figure 6: Selected seasonal apriori for auto collision (orange dots) from the search space

(line giving the mean and band the standard deviation) and the actual loss ratios as
observed at the end of December 2018.
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Figure 7: Bar plot where we have subtracted the actual from the expected ultimate
estimates. We see that the most recent origin periods are over-estimated by all three
methods.
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Figure 8: Selected seasonal apriori for auto collision (orange dots) from the search space

(line giving the mean and band the standard deviation) and the actual loss ratios as
observed at the end of December 2022.
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Figure 9: Box plot of the RMSE of all 500 trials with points representing the RMSE of
different estimates. Minimizing AvFEscore leads to one of the worst RMSEs observed.
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Figure 10: Comparison of RMSEs for all valuation periods when looking at homeowners
insurance.

3.2 Homeowners Insurance

We will now turn to the homeowners LoB. Just as in the case of the auto collision product, there
are several months in Figure 10 that stand out. In particular, September 2016 and November 2018
have a pattern where ecither estimate has a big spike relative to the other. In September 2016,
there was a lot more IBNR for August than was expected. Looking at Figure 11, we see that all
three methods substantially underestimate the ultimate claims for August. However, minimizing
the CDRscore gives us the best estimate by far. This can be explained by the selected apriori for
August being very accurate (see Figure 12) despite lying outside the usual search space. On the
other hand, the selected apriori for July is significantly higher than the actual loss ratio, leading
to an overestimate. This is largely explained by a large downward adjustment in the month’s
Reported But Not Settled (RBNS) claims estimate that occurred after more than two years of
development.

November 2018 has selected one of the worst possible models in the search space as seen in
Figure 13. Again, as in the case of some months for auto collision, we observe that minimizing the
CDRgcore can at times lead to sub-optimal model selection. While this could also be explained
by a different development pattern, we did not find as significant shift as we did for auto collision.

3.3 In Aggregate

By considering all 48 valuation periods, Table 3 gives a comparison of the mean RMSE when
minimizing the CDRgcore Or AVFEscore and the historical estimates. Overall, the auto collision
product would have been slightly better off with the historical estimates made by actuaries
than if Gjensidige had used a machine learning approach instead. This is largely driven by the
months at the turn of 2018 that exhibit the strange model selection behavior described above.
If we exclude the months from November 2017 to February 2018, the RMSE is 4,528,226 when
minimizing AvFE,.or while it is 5,153,573 for the historical estimates, i.e., AvFE .ore gives a model
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Figure 11: Bar plot where we have subtracted the actual from the expected ultimate
estimates. We see that August 2016 is underestimated by all three methods.
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Figure 12: Selected seasonal apriori for homeowners (orange dots) from the search space

(line giving the mean and band the standard deviation) and the actual loss ratios as
observed at the end of December 2022.
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Figure 13: Box plot of the RMSE of all 500 trials with points representing the RMSE of
different estimates. Minimizing AvFEscore leads to one of the worst RMSEs observed.

Table 3: Overview of how a machine learning approach performs compared to historical
estimates made by actuaries for the year prior to January 2015 up to and including De-
cember 2018.

LoB Method RMSE Difference
Chain Ladder 6,031,691 -

Auto AvFE core 5,613,956 —417,734
Historical 5,560,383 471,307
Chain Ladder 7,834,075 -

Homeowners CDRgcore 7,850,886 416,811
Historical 7,964,030 +129,995

with an RMSE that is 625,346 lower than the historical estimates.

Despite also having at least one example of the same strange behavior, the homeowners LoB
performs better on average with the machine learning approach than the historical estimates.
While the majority of the periods are still not as good as the historical estimates, the overall
result is.

4 Conclusion

The aim of this article was to help practitioners make an informed choice about automating
the IBNR reserving process. We hope that the results can give actuaries an idea of how a
machine learning approach might perform on their claims data, and some of the challenges they
might face. We have demonstrated how one might extend the approach in [2] to monthly data
with seasonal effects and compared the results against historical estimates made by actuaries
at Gjensidige. This approach led to increased accuracy of IBNR estimates for several origin
periods for auto collision and homeowners LoBs. We hope to see further developments in not
only applying machine learning models directly but also finding ways to improve the reserving
process by optimizing existing workflows.

In the future, one might try to use Bayesian optimization techniques that would require fewer
iterations in order to find optimal parameters. One might also include a greater variety of param-
eters to better fine-tune the models. There are several options that are available to an actuary
at Gjensidige that we did not implement such as manual IBNR corrections and smoothing. One
might also consider whether to use other distributions than just the uniform and normal ones

13



for the search space. Lastly, one could try to choose parameters based on the n best-performing
selections to increase robustness. However, despite being at a disadvantage, the machine learning
approach was still able to outperform the historical estimates for the homeowners product and
for 23 out of 48 valuation periods for auto collision insurance, making this a promising avenue
for further research.
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